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Abstract

Neural ODEs [1] are ordinary differential equations whose vector field is a neural network. The
numerical integration of a neural ODE defines a deep neural network.

As all neural networks, neural ODEs are vulnerable to adversarial attacks, i.e. imperceptible
perturbations, added to the inputs of a neural network, designed in such a way that the output
corresponding to the perturbed input is far away from the output corresponding to the original
input. Nevertheless, neural ODEs are ordinary differential equations, thus the stability theory of
ODEs can be applied to make neural ODEs robust and stable against adversarial attacks.

Our contribution is in this direction [2, 3]. We consider the neural ODE

u̇(t) = σ(Au(t) + b), t ∈ [0, 1], (1)

where u : [0, 1] → Rd is the feature vector evolution function, A ∈ Rd×d and b ∈ Rd are the
parameters, and σ : R → R is the activation function, assumed to be smooth and such that
σ′(R) ⊂ [α, 1], with 0 < α ≤ 1.

The stability of the neural ODE (1) depends on the Lipschitz constant L of its flow ϕ, i.e. the map
that associates to an initial condition u(0) = u0 ∈ Rd the corresponding solution u(1) ∈ Rd. We
have proved in [2] that

L ≤ eδ, with δ := max
D∈Ωα

µ2(DA),

where Ωα = {D ∈ Rd×d : D is diagonal and α ≤ Dii ≤ 1, ∀i = 1, . . . , d} and µ2 denotes the
logarithmic 2-norm of a matrix. If δ is positive and small, then the neural ODE (1) is stable, while
if δ is positive and large, then it is unstable.

Since we have experimentally noticed that δ is positive and not small in applications, like image
classification, we have proposed in [3] a perturbation method to enforce the neural ODE to be stable.
In particular, given δ̄ < δ, we are able to compute the smallest (in Frobenius norm) perturbation
matrix ∆ ∈ Rd×d such that

max
D∈Ωα

µ2(D(A+∆)) = δ̄.

Therefore, the flow ϕ̄ of the perturbed neural ODE

u̇(t) = σ((A+∆)u(t) + b), t ∈ [0, 1],

has Lipschitz constant L̄ ≤ eδ̄, and so the perturbed neural ODE is more stable than the neural
ODE (1).

To illustrate our methodology, we compare the performance of two neural ODEs for MNIST and
FashionMNIST classification against the Fast Gradient Sign Method (FGSM) attack: the former
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trained according to the state-of-the-art training strategy, and the latter trained introducing the
stability constraint. Our experiments indicate that the latter shows a significant improvement in
robustness against the FGSM attack.
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